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Oliver Höftberger
Institute of Computer Engineering
Vienna University of Technology
e0325723@student.tuwien.ac.at

ABSTRACT
Digital circuits exposed to radiation suffer from Single Event Upsets (SEUs) and even permanent
damage. This is especially crucial for highly reliable systems, but also standard mircoelectronics
exhibit more and more upsets. To prevent a system from failing, different radiation hardening
techniques can be applied. Such methods can operate at differing levels of abstraction, begining
from process technology up to system-level hardening concepts. Usually more than one mechanism
is used for full radiation immunity, where a low level technique can protect a system against per-
manent faults and a higher level is used to mitigate transient errors. By selecting the radiation
hardening concept carefully, a lot of overhead in area, time and power can be saved.

1 Introduction

The effect of radiation on digital circuits has
been known since many years. Satellites, space-
and aircrafts suffered from particle strikes and their
effects on digital systems. With the development
of smaller process technology and higher perfor-
mance, systems become increasingly sensitive to
smaller amounts of radiation. As a low percent-
age of cosmic rays reaches the Earth’s surface and
impurities in packaging material emit α-particles,
even devices at ground level have to cope with ra-
diation effects.

This paper describes the different effects of ra-
diation on silicon devices. These effects can be of
transient or actually of permanent nature. Differ-
ing logic paths in a device tend to respond with
undesired effects to particle strikes, while other cir-
cuits or elements do not even notice the hit. The
varying susceptibility of nodes and memory ele-
ments is discussed along with natural factors that
prevent induced current from disturbing a system.

Many different mitigation techniques for hard-
ening of circuits exist. Most of them address mem-
ory elements, as they were historically much more
vulnerable targets to radiation upsets than logic
circuits. Few of them are capable of hardening
reconfigurable devices, as they are very prone to

SEUs. This paper tries to give an overview of dif-
ferent concepts at distinct design levels. Starting
at process-level technologies, the advantages, dis-
advantages and overhead considerations of different
hardening methods are outlined.

This paper is organized as follows. Section 2
demonstrates the origin and effects on silicon of ra-
diation. In section 3 the susceptibility of different
nodes in a circuit is investigated. After the theo-
retical information on radiation, section 4 presents
low level methods to mitigate errors. Subsequently,
section 5 describes Error Detection and Correction
(EDAC) mechanisms at a higher level. Section 6
shows some error mitigation concepts especially for
reconfigurable architectures. The last two sections
are dedicated to comparison and conclusion.

2 Appearance of SEUs

Depending on the intended application of a
digital circuit, different types of radiation have to
be considered. This section describes where the
main origins of radiation are found and which ef-
fects these particles have on silicon.
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2.1 Source of radiation

The usage of digital circuits in space and air-
craft applications revealsed that cosmic rays and
the radiation belt of protons and electrons, that
surrounds each planet, are significant sources of
SEUs. There are some differences, whether to op-
erate a system in space or in typical aircraft flight
altitudes [10].

Before cosmic rays enter the Earth’s atmo-
sphere, they consist - like stated in [9] - of about
89% protons, 10% α-particles and 1% heavier nu-
clei. These particles reach energies of up to 1019

eV and have to be considered for space application
design. Since there are many collisions in the atmo-
sphere, new particles are created, like high energy
photons, electrons, protons, neutrons, muons, neu-
trinos and others. The energies of these particles
range from <1 eV up to > 1011 eV. For commercial
aircraft applications the high energy neutrons in
the atmosphere are of higher interest than protons
or heavy ions. With the advent of smaller feature
sizes the effects of cosmic rays are more and more
corruptive.

Another source of radiation are impurities in
the package material of the chip [7]. It contains ura-
nium and thorium in part-per-million dimensions,
which cause α-particle emission by radioactive de-
cay. As the size of transistors and memory cells de-
creases, the effect of α-particles in packaging ma-
terial becomes more important even for standard
commercial applications.

Beside these origins, radiation can also source
from nuclear reactors, X-ray machines and parti-
cle accelerators. Finally, for military applications
nuclear weapons have to be taken into account as
they emit gamma and neutron radiation.

2.2 Effects on Silicon

The effects on silicon can be of transient as
well as permanent nature. Here the most impor-
tant consequences of particle strikes - which are
examined in deatil in [11] - are presented. At the
beginning some facts are described that most ef-
fects have in common.

2.2.1 Deposition of Charge

Passing through silicon, all charged particles
produce ionizing wakes [9], which can deposit up
to 16 fC/µm in case of α-particles. This charge ap-
pears as electron-hole pairs around the track of the
particle. The strike of other particles like electrons,
protons, etc., which are lightly charged, result in
less deposition of charge than that of α-particles.
Different strikes of particles are shown in Fig. 1.

Fig. 1: Strikes of different particles on sili-
con which result in the creation of electron-hole
pairs. The collision of a high energy neutron
with a silicon nucleus causes the recoiling of a
heavy nucleus [9].

For aircraft and space applications of particu-
lar interest are high energy neutrons. Even though
most neutrons pass through silicon without inter-
action, some of the high energy neutrons collide
with a silicon nucleus. In consequence several high
energy particles such as protons, α-particles, neu-
trons and recoiling heavy nuclei are produced. Par-
ticularly heavy nucleus are dangerous as they can
deposit charges of several hundred fC within a few
µm.

2.2.2 Induced currents

About 3.6 eV of radiation energy are needed
to create an electron-hole pair in silicon. The pairs
which were generated in the depletion layer - at
the interface between p-doped and n-doped silicon
- are swept out by the electric field. This ’drift’
current is generated within nanoseconds which is
even shorter than the incidential radiation pulse.

The second component of current, the ’diffu-
sion’ or ’delayed’ current, arises as carriers, pro-
duced by the radiation pulse, diffuse through the
semiconductor. They might enter the depletion
region before recombination and subsequently be
swept across by the electric field. This current rises
during the radiation pulse and decays afterwards.

Although smaller feature sizes of new devices
reduce the dimension of the depletion region and
therefore the collected current is reduced, more
such regions are placed at smaller area and thus
more SEUs may occur.

An equation for the resulting current has been
proposed in [8] and was used for different ap-
proaches.
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I(t) =
Q

(τα − τβ)
(e−t/τα − e−t/τβ ) (1)

In the equation Q is the charge (positive or
negative) deposited as a result of the particle strike,
while τα is the decay time of the current pulse. τβ

represents the time constant for establishing the ion
track. In Fig. 2 the waveform of a current injection
with varying values of Q and τα is shown.

Fig. 2: Waveform of injected current as a func-
tion of Q and τα, from [1].

Although most devices recover after the cur-
rent has ceased, stored data in memory devices may
be lost. It is also possible that a current pulse gen-
erates enough heat in small regions of a device or
its bond wires for melting or vaporisation. This
phenomenon is called ’burn-out’ and results in the
permanent damage of the device.

2.2.3 Latch-up

One of the most corruptive results of induced
currents is known as ’latch-up’. Such an upset oc-
curs when parasitic semiconductor controlled recti-
fier (SCR) structures in integrated circuits are ac-
tivated. The SCR is a four layer pnpn device which
has an anode and a cathode terminal at the appro-
priate ends. One of the regions in the middle has
a gate connection. In Fig. 3 such a structure is
shown.

Fig. 3: SCR as depicted in [11]. The structure
can also be interpreted as two transistors.

As there are many adjacent n and p doped
regions in an integrated circuit the probability of
the occurence of parasitic SCR paths is relatively
high. But as long as no current is induced, the junc-
tions will never reach the critical breakover voltage,
Vbf, as illustrated in Fig. 4. If a current is gener-
ated that is high enough to launch the parasitic
SCR over the breakover voltage, the pair of pseudo
transistors works in high-current state and remains
there. To force the SCR back into its quiescent
state, either the voltage or the current have to be
reduced below their value (Vh and Ih) at the hold-
ing point. Usually it is required to power down
the device in case of a latched-up integrated cir-
cuit. The latched-up condition comprises the risk
of burnout, since the latch-up currents are often
very high in magnitude.

Fig. 4: I-V characteristic of the SCR and for the
latch-up path respectively [11].

2.2.4 Oxide charging

Another long-term effect is the trapping of ra-
diation generated holes at defects in the SiO2 crys-
tal structure. This phenomenon leads to the pos-
itive charging of silicon oxide regions. Electron-
hole pairs in the oxide layer are created the same
way as in the silicon, exept that more radiation
energy must be deposited. As the mobility of elec-
trons is orders of magnitude higher than that of
holes, liberated electrons are swept out of the SiO2

layer within picoseconds. Conversely, the holes
need about one second to reach the opposite ox-
ide boundary. This fact prevents electrons and
holes from recombination which would mean an un-
charged state.

Depending on the gate bias, the remaining
holes travel slowly towards either the oxide-silicon
interface or the oxide-metal boundary. On the way
to the boundary the holes encounter SiO2 crystal
defects which are capable of trapping a hole on a
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long-term basis. Trapped holes may remain cap-
tured from some hours up to years. The result is
a shift in the electrical characteristic of a MOS de-
vice caused by the electric field generated by the
layer of trapped holes. This threshold voltage shift
is proportional to the square of the oxide thickness.

Fig. 5 illustrates an example of the shift of
the gate voltage to drain current characteristic of
a MOSFET exposed to different total doses of ra-
diation. About 200 Gy (grays) equals the annual
dose of space radiation, that the electronics of a
geosynchronous satellite receives when shielded by
the equivalent of 4 mm aluminium.

2.2.5 Displacement damage

The ejection of atoms from their location in
the crystal lattice is referred to as ’displacement
damage’. Particles, like photons, electrons, etc.,
with low mass compared to the nucleus of silicon
are very inefficient in producing displacement dam-
age. Neutrons on the other hand are much heavier
and have energies of mega-electron-volts. The im-
pact of such a particle causes the recoiling of heavy
nuclei which themselves are capable of displacing
other atoms in their close vicinity. Therefore neu-
tron irradiation tends to produce clusters of dis-
placed atoms. It is hard to counteract this effect
on chip design level. The most effective method is
to shield the system against the radiation.

2.2.6 Single-event upset (SEU)

When a heavily charged particle, such as α-
particles, strikes a single storage element, the in-
duced current possibly flips the stored value. As
the dimensions of memory cells decrease the stored
charge at the cell also decreases. The consequence
is that less current has to be induced to produce an
upset. With smaller feature sizes of logic elements
the possibility of an upset to pass through a chain
of logic elements to the next memory cell is also in-
creased. In section 3 these probabilities are further
investigated.

3 Susceptibility of circuits

The probability of a particle strike to upset
a digital circuit depends in first place on whether
a logic device or memory element is struck. For
a strike in a logic circuit the fault has to propa-
gate through several other logic elements before it
is stored in a memory element. On the other hand,
induced currents in memory cells may result in an
upset if this current is high enough to charge or
discharge the capacitor in the memory element. A
detailed description of these considerations is pre-
sented in this section.

3.1 Upset probability in logic circuits

Soft errors in combinational logic have tradi-
tionally been of less concern than soft errors in
memories since the latter contain by far the largest
number and density of bits susceptible to particle
strikes. With the usage of smaller feature sizes,
lower voltage levels, higher operating frequencies
and reduced logic depth an increase in the soft er-
ror failure rate in combinational logic is observed.

There are several natural conditions that pre-
vent an SEU from causing an error. Beside these
conditions, susceptibility estimations of each node
in a logic circuit are shown, as they can later be
used for design optimization.

3.1.1 Natural masking factors

After a particle strikes at an internal node of a
logic circuit, there exists a natural barrier to prop-
agating SEUs to its output. These barriers are
described in [3] as three masking factors - logical,
electrical and latching-window - which might pre-
vent the system from latching a fault and thus from
causing a soft error.

Logical masking: Depending on the input vec-
tor applied to a logic circuit and the location of the
SEU, different paths are sensitized to that fault.
Looking at node G3 in Fig. 6, it can be seen that
if input a is set to logic ’0’, the effects of an SEU
at G3 are logically masked from the primary out-
put G. In the same way, if either G5 or G6 (or
both) turn out to be logic ’1’, an SEU at G3 will
be masked from output H. This is because the side
inputs along the SEU’s propagation path are set to
dominant values.

Fig. 6: Example circuit for logic masking [14]

Electrical masking: If there exists a sensitized
path, a pulse of significant duration and amplitude
has to be created to progagate through each stage
of logic until it is latched at the output. Each gate
will attenuate the pulse, consequentially the farther
away the SEU occurs from the output and there-
fore from the next memory element, the stronger
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Fig. 5: Shift in the I-V characteristic of a n-channel MOSFET depending on the total dose of radiation
[11].

it must be to make it to the output. If it is atten-
uated before reaching the latch, the upset will be
electrically masked.

Latching-window masking: The SEU can only
be latched if the pulse arrives at the memory ele-
ment just as the clock transitions to high and there-
fore captures the pulse. Otherwise, if the upset
occurs outside the ’latching-window’ it will not be
captured.

The trend to reduced logic depth between
memory elements causes less attenuation of SEU
induced currents and additionally increases the
number of sensitized paths. With smaller feature
sizes and lower voltage levels the charge stored at a
node is also reduced and therefore less charge has
to be induced by SEUs to produce an error. As
gates become faster also SEUs with smaller pulse
width can propagate to the circuit’s output with
minimum attenuation. In addition, high operating
frequencies cause more latching-windows per time
unit and thereby the probability of an SEU being
latched increases.

3.1.2 Susceptibility considerations of nodes

While radiation impacts are constantly spread
across a chip, the probability of an SEU to be
latched depends primarily on the node at which the
SEU occurs [3], [5]. Design approaches for radia-
tion hardening, which use any kind of logic dupli-
cation, can be optimized with respect to area over-
head and even delay overhead, if only nodes with
high susceptibility are duplicated. A tradeoff be-
tween SEU tolerance and overhead has to be found
to achieve the ideal solution for a specific applica-
tion. The following factors, which are based on the

previous section, are important to find nodes with
higher sensitivity:

Logic function and input vectors: The logic
function together with the applied input vector de-
termine the fraction of time that a node is sensi-
tized to a memory element. Most of the time only a
small subset of input vectors is applied to the node
and therefore a defined subset of paths is more fre-
quently sensitized to a latch than others.

Size of gate driving a node and the amount of
capacitance at a node: A particle strike has to be
strong enough to override the gate that drives a
specific node. If the particle energy is too low to
counteract the driving gate and the capacitance, it
will not be noticed. Therefore nodes with strong
driving gates and high capacitance are less suscep-
tible than others.

Logic depth of a node: Nodes that have many
other nodes between themself and the memory el-
ement at the output are less prone to introduce
SEUs than nodes that are immediately at the out-
puts. Induced currents have to be high enough to
propagate through every attenuating stage to sub-
sequently reach the latch.

In [5] an algorithm is proposed which deter-
mines a subset of gates that has a sensitivity value
within a defined threshold. Like demonstrated in
table 1, the signal probability of every gate is cal-
culated. For each input of the gate the probabil-
ity of the input value is determined and thus the
output values are estimated. As the output of a
gate is the input of the following gate or a memory
element, the complete logic circuit between mem-
ory cells can be examined. After all probabilities
were calculated, the algorithm starts at the out-
puts - meaning the memory cells - and searches
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Table 1: Calculation of signal probability of dif-
ferent boolean gates [5].

Gate Type Pout

AND
∏

i Pi

NAND 1−
∏

i Pi

OR
∑

i Pi −
∏

i Pi

NOR 1− (
∑

i Pi −
∏

i Pi)
XOR

∑
i,j Pi(1− Pj)

XNOR 1− (
∑

i,j Pi(1− Pj))

paths which are most sensitized to particle strikes.

3.2 Memory cells and critical charge

Memory elements are either built in the shape
of flip-flops - also referred to as static memory -
or with capacitors that store the bit value, these
are called dynamic memories. As static memory
consists of a group of transistors, a particle impact
affects the bit value much the same like in logic
circuits except that the SEU needs not to propagate
to the latch. The induced current must be high
enough to counteract one transistor and drive the
other transistor of the feedback loop over or under
its threshold voltage (similar like stated in section
3.1.2).

Large memory blocks are most commonly built
of dynamic memory elements, as they need less
space on a chip. The capacitors continuously loose
charge and therefore the bit value needs to be re-
freshed. For this purpose a sense circuit is used
to determine whether the stored charge represents
a ’0’ or ’1’ value (Fig. 7). At first, both bitlines

Fig. 7: Equivalent circuit for estimation of
stored charge on DRAM storage node capacitor
[9].

are charged to a reference level, Vbl, that is typi-
cally half the operation voltage, Vcc, of the mem-
ory [9]. After the bitlines are isolated and the store
node capacitance is connected to one of the bitlines,
charge sharing between the bitline capacitance and
the store node capacitance occurs. The resulting
signal, dV, at the sense amplifier is then calculated

as follows:

dV =
(Cc × Vc + Cbl × Vbl)

(Cc + Cbl)
− Vbl (2)

Cc refers to the store node capacitance, Vc is
the stored voltage at the cell capacitor, Cbl is the
bitline capacitance and Vbl is the pre-charge volt-
age. The shorter the refresh cycle the closer is Vc

to the operation voltage Vcc because less charge is
lost.

The maximum amount of charge that can be
induced by particles - while the cell is in passive
or read mode - without affecting the sensed value
is referred to as critical charge Qc. This charge is
injected at the source node of the access transistor
to the store node capacitor. The sense amplifier
requires a minimum value, dVmin, for dV to cor-
rectly identify a ’0’ or ’1’ value. Equation 3 expands
equation 2 with the fact of critical charge.

dVmin =
(Cc × Vc −Qc + Cbl × Vbl)

(Cc + Cbl)
− Vbl (3)

If the equation is resolved for Qc the result is

Qc = Cc × Vc + Cbl × Vbl

− (Cc + Cbl)× (Vbl + dVmin).
(4)

It can be seen that with smaller store node
capacitors and less operation voltage the critical
charge decreases. As a consequence, memory cells
already suffer from particle strikes with less energy.

Particle strikes have much shorter duration
than write cycles of the DRAM cell. Thus an SEU
during a write does not result in an error because
the bitlines are externally held to determined volt-
age levels [16].

3.3 Susceptibility of FPGA devices

Because of the fact that reconfigurable archi-
tectures use memory elements in combination with
look up tables to implement the desired logic, they
are very prone to SEUs [5], [13]. A radiation par-
ticle can, on the one hand, hit logic elements or
data memory which results in the same upsets as
discussed in the previous two subsections. On the
other hand, also configuration memory, which is
often implemented with SRAM cells or EEPROM
transistors, may suffer from SEUs.

The configuration memory contents control
the look up tables (LUTs) and therefore the logic
functionality of the FPGA, as well as the routing on
the chip. A bit flip in configuration memory due to
particle strikes may either alter logic functionality
or the FPGA becomes rewired. Without any error
recovery mechanism that restores the configuration
memory, the SEU results in a permanent fault and
the chip will not work correctly any more.
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Another kind of error that may occur in FPGA
devices, is a Single Event Functional Interrupt
(SEFI). This is an upset in a control line or com-
munication and configuration interface. It can lead
to interruption of service and improper operation
of the device, to mitigate those errors the device
has to be reconfigured. However, the reconfigura-
tion results in loss of valuable data. The following
three different types of SEFIs are classified [25]:

SEFI in Power on Reset (POR): In case of an
SEU in the POR circuitry a spurious transition on
the reset line can follow and thus leading to the loss
of user and configuration data.

SEFI in Select Microprocessor Access Port
(SMAP): With the bi-directional interface SMAP
the FPGA can be read or written. An upset in
this interface may access and corrupt configuration
data. After such an SEFI, the FPGA does not re-
spond to readbacks as the access port hangs. Only
with reconfiguration of the device the access to the
port can be regained.

SEFI in JTAG: This can result in loss of com-
munication with configuration logic. When read
accesses to the configuration memory returns a con-
stant value, a SEFI is identified. To mititgate the
SEFI, the FPGA can be re-initialized and reloaded.

The SEFIs are only observed in those FPGA
devices, like Xilinx Virtex, that have implemented
the according interfaces.

4 Device- and circuit-level methods

This section deals with methods that enhance
electrical characteristics of gates with respect to re-
ducing the gates’ liability to particle strikes. Addi-
tionally, techniques for circuit design are presented
to improve the radiation hardness. These ap-
proaches can be classified as fault avoidance mech-
anisms as they prevent the circuit from SEU gen-
eration. Some of them not only counteract SEUs,
but also the effect of latch-up, as they avoid large
voltages - due to particle strikes - to occur. Some
process level techniques can be applied to reduce
the effect of oxide charging.

Since some mechanisms can only be used for
memory elements, it is further distinguished be-
tween methods that address combinational logic
and those that are used for memory elements. Most
of the procedures dedicated to logic circuitry may
also be applied to memory cells - especially to
SRAMs.

4.1 Combinational logic

As radiation hardness of combinational logic
has not been that important in former times be-
cause of the natural masking factors, less tech-
niques for radiation hardening of logic circuits ex-

ist. Lots of them are adaptions of methods used
in hardening of memories. Radiation hardening
of logic may use the advantage that not all gates
are equally susceptible to radiation, which reduces
the amount of gates that need to be hardened.
Therefore a tradeoff between overhead and radi-
ation hardness can be individually found for each
application.

4.1.1 Usage of GaAs instead of CMOS

The usage of Gallium Arsenide (GaAs) instead
of CMOS may prevent a circuit from permanent
failures [12], [20], [21]. Some of the effects on sili-
con, that were presented in section 2.2, do not oc-
cur on GaAs. The risk of latchup is eliminated
by GaAs FETs. As GaAs MESFETs do not have
oxide-semiconductor interfaces that are susceptible
to oxide charging, no holes can be trapped at those
interfaces. Therefore no unacceptable threshold
voltage shifts and changes in the operating point
occur. Additionally, a low limit for currents in the
substrate is provided by the high substrate resis-
tance in GaAs.

Because GaAs is very prone to SEUs, the usage
of GaAs can only be applied for permanent failure
prevention. To achieve SEU tolerance other tech-
niques discussed in this paper have to be added.

4.1.2 Silicon On Insulator (SOI)

As mentioned in [26] and [27], SOI transistors
are inherently more resistent to radiation than bulk
devices. Because of a smaller volume of silicon,
less charge can be collected which reduces the er-
ror rate. Hence, this technique is widely used for
military and space applications.

A MOS transistor usually uses only the very
top region of the silicon wafer while 99.9% are used
as mechnical support of the active region. The in-
active volume has parasitic effects that cannot be
modulated by the gate. By separating the active
device from the silicon substrate with an insula-
tor, these effects can be reduced. Two types of
SOI transistors exist: fully depleted transistors and
partially depleted transistors. The different struc-
tures of SOI transistors are shown in Fig. 8. In
contrast to fully depleted transistors, partially de-
pleted structures use thicker silicon films and ex-
hibit a neutral region (”floating body”) that is cou-
pled to the transistors terminals.

The burried oxide limits charge collection in
a way that only charge liberated in the top silicon
layer underneath the gate is collected. As this re-
gion is very small compared to bulk silicon, consid-
erably less charge is collected. Fig. 9 demonstrates
the different collection paths of bulk-silicon and a
SOI transistor structure. On the other hand, it
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Fig. 8: a) fully depleted transistor b) partially
depleted transistor [27].

turned out, that charge liberated in the body region
reduces the SEU hardness of SOI devices because
of bipolar amplification. Therefore the body region
is tied to the source potential or ground. If no such
measure is taken, bipolar amplification completely
negates the advantages of SOI technology.

Fig. 9: Charge collection volumes of a) bulk-
silicon b) SOI transistor [27].

Naturally SOI devices are immune to four layer
p-n-p-n latchup. Fig. 10a shows such a parasitic
thyristor structure, as discussed in section 2.2.3,
in a bulk device. In an SOI device, all neighbor-
ing MOS transistors are dielectrically isolated from
each other, which prevents the device from latchup.

Fig. 10: Sensitive volumes and parasitic bipolar
transistors activated by a dose rate irradiation
in a) bulk and b) SOI structure from [27].

The sensitive volume of SOI is about two or-
ders of magnitude smaller than that of the bulk
device, which results in a much better radiation
hardness of the SOI technology. Because the inter-
action of radiation with SOI devices is very com-
plex, a detailed description is beyond the scope of

this paper. For a precise information on radiation
effects on SOI, the interrested reader is referred to
[27].

4.1.3 Transistor sizing

This approach [2], [14] tries to increase the
critical charge by adding capacitance and drive
strength at selected nodes. For elementary CMOS
gates, this is achieved by altering the

(
W
L

)
ratios

of the transistors in the gate. Fig. 11 shows a two-
input NAND gate that drives a capacitance Cp at
its output N . In total the capacitance at N is

Ctotal = Cunit ×
(

W

L

)
+ Cp (5)

where
(

W
L

)
is the size of a single nMOS or pMOS

transistor of the NAND gate. The unit output ca-
pacitance Cunit is obtained by dividing the output
capacitance Cout of the NAND gate by the transis-
tor size

(
W
L

)
. Cp refers to the parasitic capacitance

of interconnect and fanout at N .

Fig. 11: NAND gate with two inputs as example
of an SEU affected circuit [14].

Vout in the figure is of major interest, as its
magnitude and duration determine how an SEU
propagates through gates to the primary outputs.
For modeling the particle strike Iin is introduced,
which is a double exponential current pulse such as
proposed in equation 1. In Fig. 12 the output volt-
age at node N is plotted for varying values of

(
W
L

)
.

The logic output of the NAND gate is assumed to
be ’0’.

For hardening a circuit, the size of gates is ad-
justed to limit the peak of the SEU-induced tran-
sient to 0.5VDD - also other values could be used
- at the gate where the SEU occurs. Therefore
the SEU is electrically masked like stated in sec-
tion 3.1.1. For efficiency reasons only gates with
low probability of logical masking are resized. This
is achieved by applying input vectors of a typical
workload to the circuit. Sensitization estimations
are calculated for each gate in the circuit, which
corresponds to the facts and the algorithm of sec-
tion 3.1.2.

To determine the minimum transistor size,
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Fig. 12: Simulation of output voltage of SEU
effects with varying

(
W
L

)
from [14].

(
W
L

)
min

, the following equation is described in [14]:(
W

L

)
min

=
Iin(tmax)

ID(0.5VDD)
(6)

Here, Iin is the current from the particle strike
(eq. 1) at the point in time, where the current ar-
rives at its maximum value. To determine the cur-
rent curve, the worst case deposited charge for a
specified technology has to be investigated in ad-
vance. ID represents the effective drain current
through the nMOS transistor network - and pMOS
respectively - in the gate as a function of the in-
tended maximum transient (0.5VDD in this case).

Experience has shown that to achieve a 90%
coverage of SEU tolerance, about 50% of the gates
have to be resized. The proposed technique results
in an average overhead of 38.3%, 27.1% and 3.8% in
area, power and delay for worst case SEUs. Since
the approach has less overhead than methods based
on fault detection and tolerance and it does not
require any runtime support of hardware, it may
be attractive for applications with high demand on
performance.

4.1.4 Clamping devices

Another approach on gate level is the intro-
duction of clamping devices [1], which is a kind of
shadow circuit. Despite its use for SEU tolerance
of logic circuits, this technique can also be used
for memory elements. Clamping diodes are used to
suppress a glitch caused by a particle strike. Fig.
13 shows the actual implementation of two clamp-
ing circuits.

A similarly sized gate in parallel is used to pro-
tect the circuit. If the output of both gates deviates
significantly, the clamping circuit turns on to min-
imize the induced gitch. A glitch at the protected
gate activates a diode that connects the outputs of
the protected and the protecting gate. The sup-
ply voltages of the protecting gate are higher than
those of the original gate. Additionally, the tran-
sistors in the protecting gate have higher thresh-
old voltages, VT . To ensure that the clamping de-
vices are off during regular operation, the VT of

Fig. 13: Different implementations of clamping
circuits [1].

the diodes and clamping transistors, respecitvely,
is also higher.

For the circuit of Fig. 13a an SEU at the out-
put node of the protected gate, which is assumed
to be logic ’0’, is considered. That means that the
steady state output of the protected node is 0V
and that of the protecting gate is at -0.4V. As the
voltage on the protected node rises it reaches the
turn-on voltage of diode D2, which starts to clamp
the voltage across it.

On the other hand, if the SEU strikes at the
protecting gate, GP, then the original gate is still
protected because GP is initially at a much lower
voltage (-0.4V). Diode D1 only turns on, when the
voltage at GP rises to a value greater than 0.4 +
diode turn-on voltage. A particle with very high
energy must strike the circuit to cause such a glitch.
In case of the output at logic ’1’ and falling pulses
the circuit works similarly.

Considering the circuit of Fig. 13b, an SEU
is suppressed in a similar way, except that MOS
devices are used. The protection characteristic of
both circuits is much the same and is depicted in
Fig. 14. The area overhead of the transistor-based
structure turned out to be lower than that of the
diode-based solution.

Because the delay and area overhead would be
unnecessarily high, only gates with high suscepti-
bility need to be protected. The proposed algo-
rithm uses the facts of section 3 and protects gates
up to a determined critical depth. After applying
the algorithm this method produces in average 30%
area overhead and 4% delay penalty compared to
unprotected circuits.
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Fig. 14: Output waveform of circuit with and
without protection during SEU event [1].

4.1.5 Reduction of threshold voltage shift

A design concept for reducing the effect of per-
manent threshold voltage shift - that is detailed in
section 2.2.4 - is proposed in [6] and [15]. When
MOS transistors are exposed to radiation, a per-
manent decrease in threshold voltage is observed.
On an classical CMOS inverter (Fig. 15, regular in-
verter) this has the effect of a shift of the transfer
characteristic to the left. Secondly, if the threshold
voltage of the n-channel device becomes negative,
the ’high’ logic level at the output of the inverter
can no longer be reached. The threshold shift of a
classical inverter is shown in Fig. 16a.

Fig. 15: Different types of inverters to improve
the transfer characteristic in the presence of
threshold shift [6].

To keep n-channel transistors off when their
threshold voltage becomes negative, their source
potential voltage must be raised to a sufficiently
high value. This can be achieved by placing an
additional pull-up p-channel transistor (addP ) to-
gether with a n-channel transistor (addN) below
the source of transistor N1 (Fig. 15, type 1 in-
verter). On a ’high’ input voltage transistors addN
and N1 are in series. For ’low’ input, the source
voltage of N1 is pulled up and therefore N1 is
turned off more efficiently. The resulting circuit is

slower, however, this can be overcome by doubling
the size of each n-channel transistor. In Fig. 16b
the ouput characteristic of this circuit is demon-
strated. It can be seen, that there is an improve-
ment of the ’high’ output logic level. A further
improvement of the type 1 inverter is the usage of
two pull-up structures (Fig. 15, type 2).

Another option is to insert the additional tran-
sistors in diode pair configuration between the main
inverter and the supply lines (Fig. 15, type 3 in-
verter). The transfer charateristic of this circuit
(Fig. 16c) shows, that the ’low’ output level does
not equal zero. A cascade of these inverters (e.g.
for buffers) neither produces good ’high’ nor correct
’low’ output. However, the shift of the switching
point is drastically reduced.

In order to achieve 0V when the output is
’low’, an additional n-channel device (addN2) can
be inserted to the type 3 inverter. This is depicted
in Fig. 15 as type 4 inverter. The type 5 inverter
in the figure consists of two type 4 inverters and
a type 2 inverter in series. This brings both good
’high’ and ’low’ output levels as shown in Fig. 16d.

Fig. 16: Simulated transfer characteristics of
a) classical, b) type 1, c) type 3 and d) type
5 inverter. The threshold shift, due to perma-
nent oxide charging, takes place along the arrow;
from [6].

The area overhead of the proposed inverter
structures was determined to be between 1.4 to 9.2
times the area of the reference inverter. A tradeoff
between delay overhead and transistor size (area
overhead) must be found for a specific application.
Although the area penalty is much higher than
approaches for SEU detection and correction, this
may be necessary if long operation time in an en-
vironment with high radioactivity (e.g. satellites)
is intended.

As SRAM cells consist of several coupled in-
verters, the proposed approach is a good technique
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to harden these memory cells against the threshold
shift due to radiation.

4.2 Memory elements

Historically, memory elements were of major
concern with respect to SEUs. Radiation effects
on memory cells have been investigated since sev-
eral decades and therefore multiple solutions to the
problem of soft errors exist. By far not all can be
mentioned here but most of them use similar ap-
proaches as those that are explained here or in the
previous subsection.

4.2.1 Built-in current sensor for SRAM

An asynchronous built-in current sensor
(BICS) is used to detect the occurence of a par-
ticle strike in SRAM [4]. It is positioned on the
vertical power lines of a memory. To locate the po-
sition of the fault, a parity bit per memory word is
used. The proposed design of the BICS is depicted
in Fig. 17.

Fig. 17: Proposed design of a BICS [4].

Svdd in the figure detects 1 to 0 flips and am-
plifies a transient current pulse to generate a logic
level voltage pulse. The symetrical counterpart is
Sgnd, which detects 0 to 1 flips. The generated
logic pulses are used to set an asynchronous latch.
For the whole column of memory cells - typically
256 cells - the operation voltage (V dd′ and Gnd′)
is provided by the BICS.

A current mirror, that is composed of transis-
tors MV 1 and MV 2 (n-channel current mirror) in
case of Svdd, and a current source load inverter
(transistors MV 7 and MV 8) are implemented to
amplify the upset current pulse and convert it into
a logic level voltage pulse. MV 5 and MV 6 work as

source resistors for the current mirror. The source
current for the current mirror and load inverter
is provided by transistors MV 3, MV 4 and MV 8.
These transistors are biased by the reference volt-
age generator that is common for 8 to 16 BICS. The
reference voltage generator is needed to ensure cor-
rect operation of the BICS in case of power supply
variations due to process, voltage and temperature
vaiations. All transistors have to be interpreted in
the same way for Sgnd.

When current is injected by particles at the
drain of an OFF NMOS-transistor of the SRAM
cell, it flows from V dd to the struck node, this
is illustrated as IV , thereby causing the current
through MV 1 to decrease and consequently the cur-
rent flow through MV 2 is also reduced. An in-
creased voltage at the drain of MV 2 results in a
voltage drop at MV 7 and subsequently a positive
logic level pulse at Ev is created by the inverter
formed by transistors MV 9 and MV 10. In the same
way a logic pulse is generated at Eg when a particle
stikes at the drain of an OFF PMOS-transistor. If
a write or read operation is performed, the BICS is
disabled by the signals Bypassvdd and Bypassgnd.

An asynchronous latch is connected to the out-
puts of Svdd and Sgnd. If any of the two subcir-
cuits notices an upset, it is latched and the Erri

signal is activated. After the error is corrected, the
latch can be reset.

The simulation results in [4] showed that no
current pulses were found that flipped the cell and
the current sensor did not detect the event. Al-
though situations could be observed in which false
alarm was generated as the strike did not flip the
cell, these cases were managed because the parity
check indicated no error. Because of the reference
voltage generator the BICS is immune to noise in
power supply and works in a wide range of temper-
ature.

For a 1 MBit SRAM architecture with 256
rows and 4096 columns, 2048 BICSs are required,
which results in a power penalty of about 23.18mW
for typical process parameters. An area overhead
of 27 transistors per BICS has to be taken into ac-
count. As errors are detected as soon as they occur,
they can be corrected immediately and so no time
penalty has to be considered when the data is read.

4.2.2 DRAM cell with breakdown junction

DRAM cells store their information as positive
charge on a capacitor. Like described in section
3.2, a particle strike may charge or discharge this
capacitor, which results in a bit flip. To prevent the
memory cell from an upset, [16] proposes a hard-
ening concept that uses an integrated breakdown
diode.

The storage node is isolated from the vulner-
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able node (source of access transistor) by using a
potential barrier (Fig. 18). Bootstrapping is used
to maintain the storage levels during standby mode
at a negative level and thus reverse biasing the po-
tential barrier. This is done by capacitive coupling
of the storage node with the bootstrapping signal.
By applying a high voltage level at the storage ca-
pacitance’s second node during write or read, the
voltage at the storage node is also raised. After a
write or read the bootstrapping signal is switched
off and therefore the voltage at the storage node
is shifted to a negative value. While the cell is in
standby mode, the vulnerable node is in self com-
pensating state. That means that induced current
reduces the voltage (VS) at the source node until
it is clamped at -0.7V by the turn-on characteris-
tic of the access transistor junction. The potential
barrier is high enough to arrest the injected charge
until it clamps at -0.7V.

Fig. 18: Usage of potential barrier to prevent
storage node from injected charge [16].

Two different implementations are proposed to
realize the mentioned circuit: self-referencing cells
(SRC) and external-referencing cells (ERC).

The SRC in Fig. 19 uses the word line as refer-
ence for the storage capacitor. A breakdown diode
is used to realize the potential barrier between the
vulnerable node and the storage node. When the
word line goes low (during standby mode), the stor-
age charge at node b is bootstrapped and because of
the capacitive coupling between the word line and
node b, a negative voltage level appears at node
b. Therefore the breakdown diode is reverse biased
and a particle hit at node s, which results in a volt-
age drop at this node, is not able to forward bias
the diode because of the clamping at -0.7V.

Because in a SRC the capacitor plate line, that
was used in conventional DRAMs to provide a ref-
erence voltage is eliminated, the chip area can be
used for the additional breakdown diode. Thus the
area occupancy of the SRC is comparable to con-
ventional cells. Using the word line to bootstrap
the voltage at the storage node does not use the full
capability of bootstrapping. Writing a ’1’ through
the diode allows only a small amount of charge bee-
ing stored because of the reverse breakdown volt-
age. Otherwise, while reading ’0’ the diode can
hardly be reverse biased and thus only a small

Fig. 19: Self-referencing cell (SRC) from [16]

charge flows from the bitline to the capacitance.
These effects result in small sensing signals.

To use bootstrapping more effectively a ERC is
proposed (Fig. 20), that uses a seperate bootstrap-
ping signal (CP ). The circuit uses the same con-
cept for radiation hardening as the SRC. To over-
come the problem of small sensing signals, the CP
signal is turned ON after the word line is enabled -
both signals can be switched OFF simultaneously.
While the word line is enabled and CP is OFF, the
diode is reverse biased if a ’1’ is written or the bit-
line is precharged. The capacitor is charged to high
level, when writing ’1’, or the charge of the bitline
flows into the capacitor during the read operation.
When the CP signal is turned ON, the voltage at
the storage node is bootstrapped, thus charge may
flow out of the capacitor and is shared with the
bitline. In case of writing, the stored voltage is
balanced along the bitline to the writing node. If
the storage node is read, the shared voltage on the
capacitor and the bitline indicate a clear bit value.
This causes the ’1’ level to be stored at the capac-
itance and a ’0’ bit to be read correctly.

Fig. 20: External-referencing cell (ERC) with
additional bootstrapping signal [16].

The cell structure for the proposed technique
is presented in Fig. 21. It is built with a stacked
trench capacitor, that is insulated from the sub-
strate to reduce the leakage. The capacitor is
aligned to a field oxide region and the source of
the access transistor. Between the access transistor
and the storage node is the breakdown diode, which
is formed of the heavily doped n+ region (cathode)
and the heavily doped polysilicon (anode), that is
a part of the storage node. As the contact area
between storage node and diode is small, leakage is
further reduced which leads to longer data reten-
tion.
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Fig. 21: Cross sectional view of the proposed
cell structure [16].

A particle hit at the diode junction is assumed
to occur very rarely because of the suggested ge-
ometry and small junction area. Although the
proposed technique is virtually immune to parti-
cle strikes, it also possesses a critical charge that
might cause an upset. The maximum rate of energy
transfer of particles is about two orders of magni-
tude higher than for conventional cells.

4.2.3 Dual interlocked storage cell

Another approach for hardening of flip-flops
and SRAM cells is proposed in [17] and [18]. Based
on the principle of local redundancy latches are du-
plicated and cross-coupled to achieve SEU immu-
nity.

Fig. 22 a) and b) show a standard six-
transistor SRAM cell. A data bit is stored at the
nodes X0 and X1, which act in a regenerative feed-
back loop of two inverters. The value is presented
at the nodes as opposed voltage levels. Each node
uses a PMOS pull-up and NMOS pull-down tran-
sistor with gates connected to the other node to
store logic high and low. If one node is hit by a
particle strike, the other one may also change its
state due to the feedback and the stored bit be-
comes reversed. If none of the nodes is able to
convert the other one, a metastable state can be
produced, which is even worse than a flipped bit.

For radiation hardening an SEU tolerant mem-
ory cell is proposed in [18] and depicted in Fig.
22c. Two additional nodes, X2 and X3, are used
to store redundant copies of X0 and X1. To pre-
vent one node, e.g. N0, to be corrupted when a
particle strikes node N1, the gates of the PMOS
and NMOS transistors of node N0 are connected
to different nodes, X3 and X1 respectively. Tests
and simulations showed that the circuit recovers
from any number of particle strikes at any node, as
long as only one node is hit at one point in time
[17].

Another memory element, that is often found
in microprocessors and high-performance circuits,
is depicted in Fig. 23. It is assumed that N0 is
initially high and therefore N1 is low. In case of a

Fig. 22: a) and b) standard six-transistor
SRAM cell, c) SEU tolerant SRAM cell [17].

particle strike at one of the parasitic drain diodes
of T1 or T7 at node N0, the node is rapidly dis-
charged to low. Consequently T4 turns on and the
stored bit has flipped. The operation of the latch
during a particle strike is shown in Fig. 25a.

Fig. 23: Standard path-exclusive latch [17].

The SEU tolerant implementation of the same
memory element is presented in Fig. 24. The tran-
sistors of the clocked keeper, the transmission gate
and the feedback loop are duplicated. The divided
output buffer, T2 and T3, is useful in suppress-
ing spurious glitches at output Q while the cell is
recovering after a particle strike. If only one out-
put buffer would exist that is connected to node
N0a, then a glitch with full amplitude would ap-
pear at Q in case of a pariticle strike at N0a. While
the node recovers from a hit, contention between
both output buffers reduces the glitch at Q. In the
absence of a particle strike there is no contention
and therefore no additional power dissipation is ob-
served during normal operation. Symetrical tran-
sistor sizes and topology of the latch guarantee that
nodes N0a and N0b always transition at the same
time when new data is written to the latch.

Four nodes are utilized in a SEU tolerant latch
to store a data bit - L or H - as LHLH and HLHL
respectively. A particle strike may change the state
of a node (e.g. N0a), which results in a temporary
state like LLHL. In this example the pull-up tran-
sistor that is connnected to the faulty node (T4a)
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Fig. 24: SEU tolerant path-exclusive latch [17].

tries to pull its node (N1a) to high. As T5a pulls
to low, node N1a may be at a voltage between high
and low. Transistors T5a and T6a help to recover
the corrupted nodes N1a, which is at intermediate
state, and N0a, that is at low level. During the
recovery phase a glitch occurs at output Q, that
may affect other sensitive circuits. A simulation of
this recovery period is made in [17] and is depicted
in 25b.

Fig. 25: Latch operation during a strike at N0
and N0a respectively. a) Standard latch b) SEU
tolerant latch; from [17].

If the sizes of the transistors in the original
circuit are at least twice the technologies minimum
width, then each transistor of the SEU tolerant cir-
cuit can be built half the width of the transistor in
the non-hardened latch, e.g. T0 has the same size
as T0a and T0b together. Although the critical
charge at the nodes is reduced, the immunity to
SEUs is better than without doubling the transis-
tors. As the sum of the transistor size in the new
circuit equals the sum of the sizes in the original
circuit, the SEU tolerant latch achieves much the
same speed, power consumption and area as the
standard latch.

Although this technique seems to fit perfectly
to most systems, as there is barely overhead in
speed, power and area, some limitations have to be
taken into account: First, if more than one node is
upset at the same time, then the latch may suffer
a bit flip. To avoid that a single particle strike al-
ters more than one node, some pairs of transistors
have to be physically separeted, because each drain
diode of the transistors would collect charge and
thus both transistors would upset different nodes.
Second, the glitch at the output of the latch af-

Fig. 26: Block diagram for CED with partial
duplication [3].

ter a particle strike may be captured at subsequent
latches if the recovery time is too large. A recovery
time that is comparable to the clock period is very
probable of producing an error. Third, like in the
example above, if N0a is discharged by a particle
then transistors T4b and T5b are OFF simultane-
ously. As long as the recovery takes, node N1b -
which keeps T6a ON and therefore recovers N0a
- is floating. Within a long recovery period N1b
may change its state due to leakage current and
thus T6a is turned OFF, which results in reversal
of the data bit. Because the leakage current flows
in opposite direction to the recovery current, the
recovery current increases as leakage increases.

The reliability of the SEU tolerant latch is
about one order of magnitude higher compared to
the standard latch. In worst case (when the transis-
tors of the standard latch are built with the small-
est width) the area on the chip is doubled as all
transistors are duplicated. Additionally some over-
head in area and power consumption due to wiring
have to be considered.

5 System-level techniques

This section contains methods to detect and
correct SEUs after they caused failures in several
gates or memory cells. As they usually operate on
logic level, they can mostly be implemented in soft-
ware - including some time penalty - too. Most of
them deal with redundant information to find the
soft error. Although Triple Modular Redundancy
(TMR) is a very important example of these tech-
niques, it will not be discussed in this section but in
chapter 6 as part of other mitigation mechanisms.

5.1 Concurrent error detection (CED)

The approach in [3] uses partial duplication.
Based on the masking factors described in section
3.1.1, only nodes with high susceptibility - mostly
near the outputs - are duplicated. These selected
nodes are referred to as cutset. A block diagram of
the CED mechanism is shown in Fig. 26.

The Function Logic consists of a non-
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duplicated part together with a Cutset Logic that is
also presented as a duplicated circuit. As the sus-
ceptibility of the non-duplicated part is very low,
the inputs to both cutset circuits are the same and
come from the non-replicated part. Hence, when
an upset in the non-duplicated portion occurs and
a sensitized path to the outputs exist, the error will
not be detected. On the other hand, if any SEU oc-
curs at a node in the partially duplicated part (in
either the function logic or the cutset), the outputs
differ and the errror is detected at the checker.

The heuristic algorithm for choosing the nodes
to be duplicated selects nodes with high suscepti-
bility as long as the favoured maximum area over-
head is not reached. Fig. 27 presents the achieved
soft error failure rate reduction when different area
overhead values are applied to the algorithm.

Fig. 27: Area overhead and achieved failure rate
reduction for different benchmark circuits [3].

As the proposed method only indicates an
error, an additional error correction mechanism
has to be implemented. Different implementations
based on error correcting codes or recalculation are
possible. This correction technique also has to cope
with SEUs in the Code Checker.

5.2 EDAC with cross-parity check

A mechanism for error detection and correc-
tion (EDAC) that uses cross-parity is proposed in
[22]. It is capable of detecting multiple bit-errors in
storage elements - especially register files or regis-
ter groups - by logical interpretation of cross-parity
vectors. The EDAC can be performed by software
routines or additional hardware.

For detection of multiple errors, at least three
parity vectors have to be calculated: row -parity rX ,
column-parity cY and diagonal -parity dZ . Even
or odd parity is calculated by simply XORing or
XNORing the corresponding row, column or diago-

Fig. 28: Cross-parity organization for register
files [22].

nal (Fig. 28). Cross-parity check refers to the com-
bined check of row- column- and diagonal-parity.

A prediction logic needs to be implemented for
on-line observation. For row-parity prediction, the
input for the prediction logic comes from the regis-
ter input bus. Column- and diagonal-parity predic-
tions are triggered by internal change (IC) signals
that are strongly clock dependent. When a data
word is changed the IC-signal is raised to recalcu-
late the parity vectors. The logic for the column-
parity and IC-signal generation is outlined in Fig.
29.

Fig. 29: Prediction structure for column-parity
[22].

The error correction algorithm starts with a
logical classification of parity differences in cross-
parity vectors to an error pattern. For each pos-
sible error structure in the register group another
identification logic must be determined. A sim-
ple 4x4-bit register structure, that is illustrated in
Fig. 30, is used for the following examples. The
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Fig. 30: Single bit error in register [22].

matrix element M1,2 denotes the register element
Y1,X2 and M2,2/1,2 means the double register cell
Y2/1,X2.

The identification logic of different error struc-
tures is presented in the follwing list from [22]:

Single-bit error examples:

M3,3 <= r3 & c3 & d3
M2,3 <= r3 & c2 & d2
M1,3 <= r3 & c1 & d1
...
M1,0 <= r0 & c1 & d0
M0,0 <= r0 & c0 & d3

Double-bit error examples:

M3,3/2,3 <= c3&c2 & d3&d2
M3,2/3,1 <= r2&r1 & d1&d0
M1,1/0,0 <= r1&r0 & c1&c0

Triple-bit error examples:

M2,3/1,3/0,3 <= r3 &c2&c1&c0 &d2&d1&d0
M2,2/3,1/2,1 <= r2 &c3 &d3&d1&d0
M2,0/1,1/0,1 <= r0 &c2&c1&c0 &d3&d2&d1

The quadruple-bit error structure depicted in
Fig. 28 can only be detected but not corrected.
Both row- and column-parity do not indicate an
error because two simultaneous errors in a row and
column respectively result in no parity bit change.
The diagonal-parity vector recognizes an error but
can not locate it without either row- or column-
parity. A second orthogonal diagonal-parity vector
has to be introduced to correct such errors. With a
changed building definition of the diagonal-parity
vector dZ , the overhead of a second diagonal-parity
vector can be reduced. Like illustrated in Fig. 31,
only every second cell is used for the first diagonal.
The orthogonal parity vector eZ is built by using
the remaining register cells.

Using the new diagonal-parity vector, addi-
tional error structures can be defined:

Quadruple-bit error examples:

Fig. 31: Building of both diagonal-parity vec-
tors [22].

M2,2/1,2/2,1/1,1 <= d3 & d0 & e2 & e1
M3,3/2,3/3,2/2,2 <= d3 & d2 & e3 & e2
M1,1/2,0/1,0/0,0 <= r1 & r0 & c2 & c0
& d3 & e3 & e1 & e0

The identification mechanism can be imple-
mented using hardwired control logic that needs
a large number of gates, or look-up tables. Ac-
cording to the equations listed above a parity con-
troller recognizes the error structure. Additionally,
the controller has to regard an eventual register ac-
cess. In case of reading the register, the controller
sends the corrected value directly to the output.
When the erroneous register is written, the faulty
value is replaced anyway. Otherwise, the register
is updated with the corrected data.

Table 2 presents the hardware overhead for the
cross-parity check for 16-bit and 32-bit registers.
The overhead consists of gates for parity calcula-
tion, prediction logic, vector comparator and the
flip-flops to store the vectors.

Table 2: Summary of hardware overhead for
proposed technique from [22].

16-bit 32-bit
gates flip-flops gates flip-flops

8 register 248 40 467 72
16 register 401 48 716 80
32 register 625 64 1148 96

5.3 MRF based Error Correction

[23] and [24] propose an error correcting
scheme based on probabilistic Markov random
fields (MRF) (for a detailed description of MRFs,
the interested reader is referred to [23]). The tech-
nique is designed especially for very low supply
voltages (VDD = 0.1-0.2V) and highly noisy op-
erating conditions, where normal ECC logic may
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fail to properly correct erroneous data. MRFs are
modeled by graphs, where logic variables (logic sig-
nals) are the nodes and statistical dependencies are
represented as edges. Fig. 32a illustrates the mod-
eling of a logic circuit into a MRF.

To map the probabilistic model onto CMOS
circuitry, feedback between transistors is used to
reinforce the correct joint probability of valid logi-
cal states. In case that a node flips to an incorrect
value, it will be restored by the feedback. An il-
lustrative example is shown in Fig. 32b, where a
CMOS inverter with feedback is shown. For each
node (x1 and x2) one storage node exists. As an
example, the nodes are assumed to be x1 = 0 and
x2 = 1. Therefore the output of the top inverter is
high and through the feedback this logic state is fed
to the inputs, which reinforces the expected output
value. The same applies for the low output value at
the second output inverter. Changing both nodes
to the reverse values, the feedback reinforces the
output in the same way.

Fig. 32: a) example logic circuit with corre-
sponding markov graph b) mapping of inverter
onto CMOS circuit from [23].

To apply this technique to memory elements, a
Hamming code based scheme is used. The require-
ment for protecting N bits is given by dlog2Ne+ 1
additional protection bits. For a 3-bit data word
3 additional redundant bits are needed, which re-
sults in a 6-bit codeword. The dependence graph
of this data and protection bits is presented in Fig.
33 along with the constraint equations and the cor-
responding codewords.

By taking the codewords from the table, the
mapping to a CMOS circuit can be achieved. For
each row in the table a bistable element and a feed-
back path from the output of that element back to
the storage node is created. The resulting struc-
ture is depicted in Fig. 34. When all nodes store
a correct codeword, a stable state in all nodes is
reached. Otherwise, the Hamming distance of an
invalid codeword is closer to one correct codeword
compared to all other codewords. Thus the circuit
forces the corrupted node to settle at a value that

Fig. 33: Dependence graph, constraint equa-
tions and corresponding codewords from [24].

Fig. 34: MRF mapping for 6-bit codeword from
[24].

forms a valid and correct codeword.
Compared to a regular hamming decoder

this approach needs more transistors. However,
the technique seems to be robust under extreme
noise conditions and when low supply voltage and
minimum-transistor CMOS design is used. Under
such conditions other ECC techniques tend to fail.

6 Radiation-hardening of FPGA de-
vices

Reconfigurable architectures are increasingly
used for space applications because of their flexi-
bility to meet multiple requirements. Designs can
be reconfigured whenever it is necessary due to
changes in operation conditions. On the other
hand, FPGA devices are very prone to SEUs be-
cause the function of a circuit is implemented by us-
ing memory that stores the functional logic and the
routing between gates (as discussed in section 3.3).
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Methods for radiation hardening of the mem-
ory cells could be used to prevent the configuration
memory from flipping one of its bit. As most of the
actually used FPGA devices are commercially off
the shelf (COTS) products, they do not implement
these memory hardening techniques. To overcome
these problems the whole design cycle would have
to be changed, which results in expensive radiation
hard FPGA devices. In contrast methods on sys-
tem level (e.g. TMR) can be applied to avoid SEUs
that cause severe failures. This section presents
some techniques to deal with such errors on system
level. As standard TMR became very common in
the meantime no separate presentation is made in
this paper.

6.1 Readback and Reconfiguration

The configuration data of some FPGAs can be
downloaded from the device, which is called read-
back [5]. That data can be compared to uncor-
rupted configuration data and flipped bits can be
found. In case of an upset, the uncorrupted data
can be downloaded to the FPGA device. For ade-
quate SEU immunity this procedure has to be em-
ployed periodically, which results in an undesirable
time overhead of several ms for total readback and
reconfiguration.

If the FPGA has appropriate features to down-
load seperate bits or even blocks, the download pro-
cedure can be reduced to corrupted parts. This can
reduce the correction time to some µs.

Readback and reconfiguration can also be ap-
plied for error correction when an error detection
mechanism detects an upset. Thus the time over-
head for periodical readback can be avoided.

6.2 Selective triple modular redun-
dancy (STMR)

Triple Modular Redundancy (TMR) (Fig. 35),
or NMR systems (systems with N redundancies)
in general, are a very robust SEU mitigation tech-
nique that can also be used for ASIC devices. All
gates are triplicated and a voter decides with a two
of three decision what the correct output is. A
drawback of using TMR for FPGAs is that the
voter itself has to be implemented using mem-
ory cells. Some FPGAs, like Virtex, have tristate
buffers, which can be used to implement a SEU
tolerant voter circuit (Fig. 36) [5].

Interconnections between the buffers are still
susceptible to SEUs. However, the upset may dis-
connect either an input or output of one of the
buffers. As long as no second upset occurs, the out-
put of the voter will not be affected. These buffers
are rarely used and therefore the voter can be built
virtually without any additional area overhead.

Fig. 35: Triple modular redundancy scheme [5].

Fig. 36: Voter built of tristate buffers [5].

The proposed approach of STMR in [5] min-
imizes the area overhead of the basic TMR tech-
nique by selectively introducing TMR to suscepti-
ble gates in a circuit. Following the facts in section
3.1, only gates are triplicated when the probabil-
ity of sensitized paths is high. The selecting al-
gorithm starts with highest probabilities and stops
when a specified threshold probability is reached.
In case that only sensitive gates are connected to
the fanout of a triplicated gate, each output can be
directly connected to one input of the next suscep-
tible gate (Fig. 37).

Fig. 37: Connection of triplicated gates without
voter [5].

A voter is needed when a sensitive gate is con-
nected to a non triplicated gate (Fig. 38).

While TMR guarantees 100% immunity of the
circuits against SEUs, it has an area penalty of
three times the original circuit. STMR circuits on
the other hand use roughly two-thirds of the area
that TMR needs but allow some errors to propa-
gate. Combined with Readback and Reconfigura-
tion the STMR technique achieves almost 100%
immunity against SEUs.

18



Fig. 38: Connection between two triplicated
modules with voter [5].

6.3 Temporal sampling and weighted
voting

The technique of temporal sampling and
weighted voting is proposed in [13] and [19]. Tem-
poral sampling eliminates errors due to induced
currents in the clock and data signal. In Fig. 39
the circuit for temporal sampling is depicted. The
circuit consists of an input stage with three level
sensitive latches, and the output stage which also
consists of three latches.

Fig. 39: Temporal data sampling circuit [13].

If the clock signal is ’high’ a latch is in sam-
pling mode, otherwise when the clock is ’low’ the
latch works in blocking mode and it holds its data.
Latches of a stage operate in parallel and both
stages together form a temporal sampling stage for
this technique.

Every pair of latches stores the data samples at
different time intervals. Weighted voting uses the
different samples to eliminate SEUs. For each pair
a seperate clock signal is generated (Clk-A, Clk-B,
Clk-C), that is derived from the main clock and has
a phase shift and 25% duty cycle (Fig. 40). In case
of an SEU on one of the clock lines, the remaining
clock signals are unaffected and the respective set
of latches store the correct data at different time

Fig. 40: Clocking scheme for temporal sampling
[13].

intervals. Transients in data signals are dealt with
in a similar way.

Data is released on the falling edge of Clk-C
and has to propagate through the logic circuit to be
at the next sampling stage before the rising edge of
Clk-A minus the setup time. Because the clocking
scheme uses two main clock cycles, this propaga-
tion period is as long as the propagation time of a
conventional logic circuit. Therefore a conventional
circuit that satisfies the timing constraints for the
master clock is automatically able to work with the
new clocking scheme.

The effective computaional frequency is one
half the frequency of the master clock. Thus a
speed penalty of the factor two has to be taken
into account for SEU immunity. In this approach
the area overhead depends only on the ratio be-
tween D-Flip-Flop size to total chip area. As the
logic circuits remain unchanged, only five addi-
tional latches per original latch have to be inserted.
The more logic elements are used on a chip com-
pared to its number of memory cells, the smaller
is the area penalty. The overhead for generation
of the clock signals is negligible because of the few
transistors used, compared to the total number of
tranistors on the chip.

Unlike TMR systems, weighted voting assigns
each node (output of a latch) a voting weight, that
is inveresly proportional to the probability that this
node is disturbed by radiation. Nodes in the output
stage have two storage elements in their data path,
so their susceptibility is twice that of nodes in the
input stage. Therefore the outputs of latches L1,
L3 and L5 have twice the voting weight than the
remaining nodes. In Fig. 41 the process of weighted
majority voting is presented.

The weighted majority voter consists of several
stages of 2/3 simple majority voters. The output
of the voting circuit is fed to a correction unit that
may correct faults in the voter circuit. In case of
more than one detected SEU or failures in the con-
figuration memory - due to SEUs - the recovery
output may request the correction of the reconfig-
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Fig. 41: Mechanism for SEU mitigation with self correction [13].

urable architecture by the main processor. If only
one SEU occurs, it can be corrected automatically
through voting and no further action is required.
In the presence of multiple faults the configuration
bit-stream should be downloaded to correct errors
in the configuration memory.

The proposed technique gives 100% fault re-
covery for SEUs and even double event faults. Al-
though triple event upsets are detected, there is no
guarantee for fault tolerance of more than two si-
multaneous failures. The scheme can be employed
with minimum area overhead and half of the speed
of logic circuits.

6.4 Time-Triple Modular Redundancy
and H-Core

The usage of Time-Triple Modular Redun-
dancy (TTMRTM ) and Hardened-Core (H −
CoreTM ) technologies for radiation hardening of
FPGA devices is proposed in [25]. TTMR and
H-Core are developed to prevent microprocessors
from SEUs and SEFIs. With some modifications
these techniques can be applied to FPGAs.

TTMR is a method that uses time redundancy
as well as spatial (N-modular) redundancy, where
multiple copies of logic operate in parallel and each
copy performs the same operation. A radiation
hard voter has to decide what the correct result
is. Time redundancy means that a single circuit
has to perform an operation several times at dif-
ferent points in time. Until all results are finished
the outcome of the earlier operations are stored in
a radiation hardened memory. After all results are
ready, again a radiation hardened voter selects the
correct result. TTMR combines both techniques
in the way, that only two sets of instructions are
run first in parallel. Afterwards the two sets are
compared and if they do not match, time redun-
dancy is used to run a third set on one of the re-

dundant ALUs. Otherwise, time redundancy need
not be applied and the next instruction can be ex-
ecuted. In case of a mismatch, the third result is
then compared with either the original or the mir-
rored copy of the instruction. If two results match,
then the uncorrupted result is saved and the next
instruction can be processed. In case all three sets
differ from each other, more than one SEU could
have occurred during the execution, which results
in an uncorrected SEU. As the probability of such
an event is very small, it is negligible.

H-Core: As SEFIs are upsets in the control
logic of a device, they can lead the device to en-
ter unknown states and stopping to respond. This
causes the loss of valuable data and functionality.
Therefore it is important to detect such faults as
early as possible to recover the system. For SEFI
mitigation the H-Core is used, which is built using
a radiation tolerant process like Silicon On Insula-
tor. The protected device, e.g. a microprocessor,
is connected to the H-Core and sends periodically
a status message (Fig. 42). If the mircoproces-
sor fails to send its status signal, the H-Core chip
detects the occurence of the SEFI and asserts in-
terrupt signals to the mircoprocessor in an increas-
ing fashion until the processor returns to a known
state. Only in case the processor does not react
to the interrupts, it will be reseted because a reset
may take more time than interrupts. The H-Core
is the combination of hardware and software, where
customized interrupt handlers are very important.
These handlers restore the operation of the proces-
sor by performing different routines.

The general architecture of the Single Event
Effect (SEE) mitigation technique is presented in
Fig. 43. It consists of a Xilinx SRAM based FPGA,
a DSP microprocessor and the H-Core2 chip. This
H-Core chip is called H-Core2 because it is ex-
panded to include circuitry for readback & recon-
figuration and scrubbing. Additionally, the DSP
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Fig. 42: Microprocessor protected by H-Core
[25].

device can be monitored by the H-Core2. For ex-
ecution of the target design the FPGA device is
used, while the DSP is used for voting the outputs
of the FPGA. A voter circuitry in the FPGA is
not reliable because it depends on the configura-
tion memory. In case of a mismatch of the results
in the voter, the DSP can request the reconfigura-
tion of the FPGA device by the H-Core2 chip.

Applying TTMR, two different parallel circuits
in the FPGA execute each instruction. The results
are sent to the DSP, which decides whether both
results are the same. In case of a mismatch the
FPGA is read back and fully or partially recon-
figured, while the DSP stores the first two results.
After reconfiguration the third result is evaluated
in either of the execution units and passed to the
DSP. Any two equal results overrite the corrupted
version. This algorithm is illustrated in Fig. 44.
In addition the parallel stages in the FPGA can be
executed separeted in time.

Fig. 44: TTMR algorithm from [25].

According to [25] the TTMR and H-Core sys-
tem has a 100% success rate and has a very good
total dose rating. This technique reduces the area
overhead by one circuit compared to TMR. More-
over, the high I/O count is reduced by one I/O pin
to the external voter. As the DSP is also monitored
by the H-Core2 chip, it can be seen as radiation
hard voter that can, in contrast to radiation hard-

ened voter ASICs, be dynamically programmed.

7 Comparison of methods

The proposed concepts for radiation harden-
ing produce more or less overhead in area, time
and power dissipation. Some of them allow to scale
down the overhead, which on the other side lowers
reliability. Applications that need an optimal cost-
value calculation tend to reduce radiation hardness
in favour of less overhead and therefore reduced
cost. On the other hand, if a system requires high
reliablity even in a harsh evironment, cost is no im-
portant factor and several hardening mechanisms
are applied.

While methods exist - like TMR systems -
that promise nearly 100% radiation hardness, other
technologies are only capable of reducing the error
rate at some orders of magnitude or just restrict
the occurence of some radiation effects.

Fault avoidance techniques as presented in sec-
tion 4 try to hide a particle hit from the system as
early as possible. Often a fault is not even noticed
at another gate than the affected one. As they do
not directly depend on clock or refesh cycles, they
are fast and render an error correction at the time
of data access unnecessary. Only techniques at pro-
cess or gate level are capable of avoiding permanent
faults like latchup or oxide charging. Therefore the
usage of SOI devices or similar technologies is es-
sential for crucial missions in a radioactive environ-
ment.

As these mechanisms work on the lowest level
of the design, every gate or at least each group of
gates has to be investigated separately. This means
considerable overhead in case of high reliable sys-
tems as most of the gates have to be duplicated or
resized. Mitigation mechanisms for larger modules
like a memory block or a whole logic circuit are
only possible at higher layers of abstraction.

System-level techniques, which are discussed
in section 5, are capable of checking larger com-
ponents of the system for the occurence of errors.
This may reduce the overhead considerably because
not every element needs a separate error mitigation
circuit. In addition, it is possible to apply the er-
ror correction only, if an error definitely occurred.
That means that in the absence of radiation the
mechanism is idle and may save time and power.
Beside hardware implementation, they can be built
fully or partially in software, which offers more flex-
ibility in failure tolerance.

Although system-level techniques provide high
reliability with respect to SEUs, they can not be
used for protection against permanent damage. In
case of low energy radiation this will suffice to pre-
vent the system from failing. For applications that
have to cope with high energy radiation or that are
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Fig. 43: Architecture for single event effect correcting for Xilinx FPGAs [25].

arranged for long operation periods without main-
tenance probabilities (e.g. satellites), a protection
on a lower level will be essential.

As FPGA devices are very prone to radiation
effects by nature, great efforts have to be taken to
immunize the system against upsets caused by ra-
diation. The hardening concepts in section 6 are all
based on system-level hardening. Voting schemes
are used to decide what the correct results are.
These voted results are very reliable as long as no
error in the configuration of the FPGA occurs. Be-
cause the configuration of the FPGA - logic and
wiring - may suffer from particle strikes, an FPGA
based system can not operate without additional
external hardware that recovers the reconfigurable
architecture after some failure occurred. An ex-
ception could be, where the FPGA device is built
using a radiation hard technology that covers faults
in the configuration. As these devices are very ex-
pensive, they can not be applied in systems where
cost is an important factor.

Table 3 outlines some facts of the proposed
methods. The columns 2 - 4 indicate where the
technique can be used. Methods are only marked
in column 4, when they can be applied to commer-
cialy off the shelf FPGAs. For radiation hardening
of FPGAs at process or gate level, certainly most of
the fault avoidance techniques can be applied. The
last column presents the average overhead, where
figures are available. Additionally some disadvan-
tages are stated that have to be considered when
using that technique.

8 Conclusion

Cosmic rays and particle strikes can upset
or even destroy digital circits by injecting charge.
While in former times this was only a problem
of space and aircraft applications, nowadays even
standard applications have to be protected. Radia-
tion is present in every environment and can cause
transient and also permanent faults in digital elec-
tronics. Different mitigation techniques were pro-
posed in this paper, that prevent microelectronics
from diverse radiation effects. These techniques
range from process- and circuit-level mechanisms
up to system-level concepts. As not all paths in
the circuitry of a system are equally susceptible to
produce an error, many mitigation procedures try
to find a tradeoff between radiation hardness and
overhead.

Low level techniques are partially capable of
avoiding permanent failures and destruction of a
device. They are mostly very fast, as they cor-
rect failures immediately after their occurence and
impede induced currents to propagate through the
system. The expense of such immunity is an ex-
haustive investigation of circuits at transistor level
if no unnecessary overhead should be produced.

System-level methods detect failures after they
occured and when errors are latched in memory
elements. As these concepts operate on logic
level, some kind of redundant information is needed
to find errors. This redundant information may
source from multiple execution of data or from com-
putation of check bits. Such mitigation concepts
can mostly be used for different applications, be-
cause only few information about the circuitry is
required to adapt these procedures. At this high
level of abstraction it is possible to implement the
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Table 3: Comparison of proposed methods.

Method L
og

ic

M
em

or
y

F
P

G
A

Characteristic Average overhead
or disadvantage

GaAs instead of CMOS X X Gallium Arsenide is used instead
of silicon

very prone to SEUs

Silicon On Insulator (SOI) X X Isolation of the active region
from silicon substrate

parasitic bipolar
amplification

Transistor sizing X X
Variaton of

(
W
L

)
ratio 38.3% area

of transistors 27.1% power
3.8% delay

Clamping devices X X Induced charge is clamped 30% area
by diodes or MOS transistors 4% delay

Reducing threshold voltage shift X X
Effect of threshold voltage shift
is balanced by additional
transistors

140 - 920% area

Built-in current sensor for SRAM X Current monitoring of SRAM
block

27 transistors and
11.3µW per BICS

Breakdown junction in DRAM cell X Isolation of storage node from
vulnerable node

0 or 1 breakdown
diode per cell

Dual interlocked storage cell X Duplication of feedback inverters
and cross-coupling

0 - 100 % area

Concurrent error detection X X Partial duplication of circuit and
check of outputs

20 - 50% area; only
error indication

EDAC with cross-parity check X X Cross check of different parity
vectors

very high overhead

MRF based Error Correction X X Probabilistic approach with feed-
back between transistors

high overhead

Triple Modular Redundancy X X All circuits are triplicated; the
correct result is voted

200% area; radiation
hard voter needed

Readback and Reconfiguration X
Reading the configuration data
from FPGA and rewriting in case
of an error

high time penalty

Selective TMR X X Triplication of logic circuit where
necessary

30 - 40% area

Temporal sampling and weighted
voting X X

Data is sampled at different
points in time and the result is
voted with weights

100% delay; area
overhead depends on
circuit/latch ratio

TTMR and H-Core X X

Instruction is executed on par-
allel circuits, in case of an er-
ror the instruction is executed a
third time and voted

100% area; addi-
tional external
hardware
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mitigation technique fully or even partially in soft-
ware, which brings the advantage of more flexibility
with it.

The increasing usage of reconfigurable archi-
tectures in harsh environments makes it essential
to harden these devices. Contrariwise, FPGAs are
very prone to radiation induced failures, because
the logic functionality and the wiring depends on
memory elements. An upset in this configuration
memory causes a change in functionality or the
rewiring of the device. If no (expensive) FPGA
device is used that is inherently immune to radia-
tion, only a system-level or special case of circuit-
level mechanism protects the system. A protection
against permanent faults can not be established.
Additional hardware has to be provided to recon-
figure the FPGA in case of an error in the configu-
ration memory.

None of the proposed mechanisms is capable
of protecting a system against all mentioned types
of faults. In most cases a low level technique, like
SOI, avoids permanent damage of hardware, while
a circuit- or system-level method tries to capture
all transient failures. It largely depends on the in-
tended application, which measures are taken to
achieve the required reliability. Usually a tradeoff
between cost and radiation hardness needs to be
found to gain the best solution for a specific sys-
tem.
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